
01
What AI do we have, and who owns it?

“Ownership and accountability across the AI lifecycle, from design and development through to deployment, monitoring
and decommissioning.”

An inventory covering AI tooling, not only funded use cases A named owner per entry, still current after go-live

A decommissioning process, and evidence it has
been used

Preventative technical controls, not policy alone

02
What data, models and suppliers does it depend on?

“Mapping and maintain visibility over the full AI supply chain, including material, third-party and fourth-
party dependencies.”

The model behind each service named, not only
the vendor

Audit rights, model-update notice, incident notification

Which use cases share one model or provider An exit plan that has been tested, not only written

03
Where are the human decisions, limits and escalation triggers?

“Clearly defined triggers aligned to resilience objectives to enable timely action when not operating as expected.”

Risk appetite and tolerance settings that explicitly name AI Triggers with a threshold, a source and a named human

Minutes showing challenge, not only approval Fallback processes where AI supports critical operations

04
How do we detect changes, failures and control gaps — continuously?

Point-in-time and sample-based assurance is “ill suited to probabilistic models that learn, adapt and degrade
over time.”

Drift, bias and failure modes detected in time to act Change history retained, not overwritten

One reconciled view across cyber, data, model and
privacy risk

Audit tooling that can assess agentic systems

05
What evidence can the board, risk and audit teams interrogate?

“Identity and access management capabilities have not yet adjusted to nonhuman actors such as AI agents.”

Access control that accounts for AI agents, not only people Security testing across AI-generated code and libraries

Patching aligned to an AI-accelerated threat window An answer you can retrieve, not assemble

If a supervisor asked today for your AI inventory, its dependencies and its controls — which of these would
it be?

ASSEMBLED

Three weeks in spreadsheets, pulled together by

the people who happen to know. True only on the

day it was built.

RETRIEVED

It already exists. It is current when the question is

asked, and a sceptic can push on it and get the

same answer.

BOXES TICKED
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Source. Every quotation and expectation on this page is drawn from APRA's Letter to Industry on Artificial Intelligence, 30 April 2026, and its attachment, AI Supervisory
Engagement Debrief: Observations for Executive Management.

Companion to the LinkedIn Live — Responding to APRA's AI Risk Expectations: Continuous Assurance for the Agentic Era, 2 September 2026. General information about

published regulatory expectations; not legal, compliance or prudential advice, and not an APRA position.

EVIDENCE CHECKLIST ·  APRA AI  RISK EXPECTATIONS

Five questions a risk or audit committee
should be able to answer today
APRA has not introduced a new AI standard. Its April 2026 letter names where governance, assurance and operational resilience are

not keeping pace with AI adoption, and says supervision will follow. Under each question is what a supervisor or an internal auditor

would ask to see. Quoted text is APRA's own. This names what to look for, not what to buy.


